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2D Image Classification for 3D Anatomy Localization:
Employing Deep Convolutional Neural Networks

Bob D. de Vos!, Jelmer M. Wolterink!, Pim A. de Jong?, Max A. Viergever!, and Ivana Isgum®

Tmage Sciences Institute, University Medical Center Utrecht, Utrecht, The Netherlands
2Department of Radiology, University Medical Center Utrecht, Utrecht, The Netherlands

ABSTRACT

Localization of anatomical regions of interest (ROIs) is a preprocessing step in many medical image analysis tasks.
While trivial for humans, it is complex for automatic methods. Classic machine learning approaches require the
challenge of hand crafting features to describe differences between ROIs and background. Deep convolutional
neural networks (CNNs) alleviate this by automatically finding hierarchical feature representations from raw
images. We employ this trait to detect anatomical ROIs in 2D image slices in order to localize them in 3D.

In 100 low-dose non-contrast enhanced non-ECG synchronized screening chest CT scans, a reference standard
was defined by manually delineating rectangular bounding boxes around three anatomical ROIs — heart, aortic
arch, and descending aorta. Every anatomical ROI was automatically identified using a combination of three
CNNs, each analyzing one orthogonal image plane. While single CNNs predicted presence or absence of a specific
ROI in the given plane, the combination of their results provided a 3D bounding box around it.

Classification performance of each CNN, expressed in area under the receiver operating characteristic curve,
was >0.988. Additionally, the performance of ROI localization was evaluated. Median Dice scores for automat-
ically determined bounding boxes around the heart, aortic arch, and descending aorta were 0.89, 0.70, and 0.85
respectively.

The results demonstrate that accurate automatic 3D localization of anatomical structures by CNN-based 2D
image classification is feasible.

1. INTRODUCTION

Localization of specific organs or anatomical regions of interest (ROIs) in medical images is a prerequisite for
many tasks in medical image analysis. In segmentation tasks localization is often the first step in reducing the
search space in an image. As it is often used as a preprocessing step,!© localization of an anatomy of interest
needs to be robust and fast. Localization is considered a trivial task for humans, but it can be a challenge for
automatic methods. Standard pattern recognition approaches were successfully employed for organ detection
and localization in medical images.? "2 Nevertheless, these approaches require profound knowledge of the task
at hand. Characteristics differentiating target ROIs from the background have to be translated into numeric
representations (i.e. features) that provide the basis for class separation in feature space. Finding the appropriate
description of e.g. textures or shapes can be challenging, especially in the presence of pathology.

In recent years, deep convolutional neural networks (CNNs) have gained popularity in image analysis and
object detection. In contrast to most machine learning techniques, CNNs take raw images as input and extract
hierarchical feature representations themselves, thus eliminating the feature design step. This ability enables
CNNs to discriminate a wide variety of different images into correct classes.'®

CNNs were previously used for object localization in 2D natural images by classification of its subimages.
For example, Sermanet et al.'! used a sliding window detector over multiple locations and at multiple scales,
essentially performing an exhaustive search. Girshick et al.'? narrowed the search space by segmentation of the
possible target objects using selective search.!3

The aim of this work is to employ the traits of CNNs to localize anatomical ROIs in 3D medical images.
The novelty in this approach is that we pose 3D organ detection as a 2D problem. Instead of extracting 2D
or 3D subimages, we analyze full 2D image slices and detect presence of a ROI. A combination of CNNs, each
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classifying one of the three orthogonal image planes, can be used to detect presence of a ROI in extracted 2D
image slices. In an unseen image, a ROI can then be localized in 3D by combining the probabilities obtained by
the separate CNNs.

2. DATA

This study includes 100 consecutively selected low-dose non-contrast enhanced non-ECG synchronized chest CT
scans, acquired in the University Medical Center Utrecht (Utrecht, The Netherlands) using two CT scanners: a
Mx8000 IDT or a Brilliance 16P (Philips Healthcare, Best, The Netherlands). Axial images were acquired at
inspiration with 1 mm slice thickness and 0.7 mm increment. The field of view included the outer rib margin at
the widest dimension of the thorax. In-plane resolution ranged from 0.55 to 0.87 mm. Scans were reconstructed
with moderately smooth kernels (Philips B).

Rectangular bounding boxes were manually drawn around the heart, the aortic arch, and the descending aorta
defining the reference volumes of interest in each CT scan. The bounding box around the heart was annotated
in the axial plane from the bifurcation of the pulmonary artery to the heart’s apex; in the sagittal and coronal
planes from its base to its apex, which were clearly visible. The bounding box around the aortic arch was defined
in the sagittal and axial view as a section of the aorta connecting the ascending and the descending aorta. The
coronal view was used to ensure that the complete arch was included in the boundaries. The bounding box
describing the descending aorta was defined using the axial, coronal, and saggital views to include the part
starting from the aortic arch to the level of the heart’s apex.

3. METHOD

For each anatomical ROI, three independent CNNs were trained. The CNNs act as ROI detectors, each classifying
2D image slices from one of three orthogonal image planes (axial, sagittal, or coronal). By combining the results
in all three image planes, a rectangular 3D bounding box defining the location of the anatomical ROI can be
determined.

The dataset was randomly divided into a training and a test set, with equal numbers of subjects. Each of
the three CNNs was trained separately using axial, coronal or sagittal image slices. Training sets were randomly
divided into two sets: training sets used to train the CNNs, and validation sets used to determine the optimal
network and parameter settings. The validation sets contained 25% of the total number of training slices, while
preserving prior class label probabilities. Slices labeled as positive were those that contained the anatomical
ROI, i.e. those that were inside the reference bounding box. The remaining slices were labeled as negative.

During testing, image slices were extracted from an image in sequential order and presented to the CNN
analyzing the corresponding image planes, i.e. determining presence of a ROI. To obtain 3D bounding boxes
from the posterior probabilities, a threshold of 0.5 was applied. Thereafter, the largest connected 1D component
was retained in each image plane. Finally, a 3D bounding box was defined by broadcasting the binary results to
a 3D space and performing voxel-wise multiplication.

Classification was performed by AlexNet'® CNNs. AlexNet is a deep learning network that has 60 million
parameters with 650,000 nodes. It comnsists of five convolutional layers and three fully connected layers, and
produces a softmax output. Each CNN was trained with the NVIDIA Deep Learning GPU Training System
(DIGITS)* and Caffe!® in 30 epochs by using stochastic gradient descent with a momentum of 0.9, a base
learning rate of 0.01, reducing the learning rate by 0.1 every 10 epochs.

The software required 8-bit input images (i.e. 256 different values). Because a CT-scan contains CT numbers
ranging from -1000 up to 3095 Hounsfield units (HU) and the anatomical regions of interest are mostly soft tissue,
prior to training and classification CT numbers in the image slices were set to a window width of 750 and a
level of 90 Hounsfield units (HU), and subsequently scaled to an 8-bit grayscale representation. Given that the
CNN requires images of fixed size, slices were resized to an isotropic resolution of 1.5 mm per pixel using nearest
neighbour interpolation, and were thereafter 0-padded and/or cropped along the outer image borders.
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Figure 1: Example of aortic arch detection in a chest CT-scan. Results of CNN classification
of the (a) axial, (b) coronal, and (c) sagittal image slices. Each subfigure shows five example
slices with slices spatially positioned in the scan as indicated by the green lines in the graphs
at the bottom of each subfigure. Posterior probabilities for presence of the anatomical ROI
are obtained for each slice. In the graphs the posterior probabilities (y-axis) are plotted
against slice-numbers (x-axis); the blue opaque areas indicate the reference ROI.
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‘ Axial ‘ Coronal ‘ Sagittal
Heart 0.988 0.994 0.998
Aortic Arch 0.988 0.997 0.992
Descending Aorta | 0.996 0.996 0.997

Table 1: Areas under the ROC curves achieved by each CNN.

4. RESULTS AND DISCUSSION

An example result is shown in Figure 1. Each CNN determines a probability that an image slice contains a
ROL. Therefore, performance of each CNN can be evaluated by a receiver operating characteristics (ROC) curve.
Obtained areas under the ROC curves (AUCs) are listed in Table 1. The AUCs show that the CNNs can detect
presence of anatomical ROIs with high accuracy.

The ability of the method to create a bounding box around anatomical ROIs was evaluated for each image
plane and in 3D. For this purpose Dice coefficients were calculated between reference and automatically deter-
mined bounding boxes. Moreover, distances between reference and automatic bounding boxes’ centroids, and
mean distances between the bounding boxes’ walls were computed. The obtained results are shown in Figure 2,
Figure 3, and Figure 4, respectively.

Highest Dice coefficients (Figure 2) were achieved for the heart in the sagittal slices (median 0.98), while the
lowest scores were obtained in the axial slices of the aortic arch (median 0.86). Distance in estimated centroids
and average wall distances are similar across all detected structures. Smallest distances are seen in sagittal
planes, except in sagittal localization of the aortic arch. This is likely caused by arbitrariness of the aortic
arch definition and anatomical variation of the arch in that plane. Overall performance for localization of all
anatomical ROIs in the axial plane is somewhat lower than in the other planes. This might have been caused by
larger variation of anatomy among subjects in this plane compared to the other planes.

One scan was excluded from further analysis of the aortic arch because posterior probability did not exceed
the detection threshold in any of the axial slices. Therefore, a 3D bounding box could not be defined. Visual
inspection showed that the diameter of the aortic arch in this scan was unusually large and the arch was situated
more superior than in other subjects. Hence, failure of automatic detection might have been caused by the
limited number of (representative) training samples.

The here used CNNs were designed to provide a probability per image slice, and are not designed to directly
predict a bounding box in 3D image space. Furthermore, per-plane Dice and centroid distance errors accumulate
when constructing a 3D bounding box from the per-plane results. Hence, the constructed 3D bounding boxes
show increased errors in comparison with performance in separate image planes. Even though a CNN dedicated
to 3D organ detection might improve performance, the obtained results provide a sufficiently accurate localization
of the ROIs in 3D by utilizing a readily available CNN analyzing 2D slices.

The method is trained with a limited number of training samples (50) and obtains a bounding box in all
scans within 10 seconds. Average distance of all bounding box faces to the reference bounding box faces is 4.8
mm with a standard deviation of 5.2 mm. Criminisi et al.® described localization of anatomical structures in
CT using a regression forest. That system achieved an average (standard deviation) distance of all reference
bounding box faces to the automatic ones of 13.5 mm (13.0 mm). Given that that work analyzed different data
and performed localization of different anatomical structures, the results can not be directly compared, but can
only be used as an indication.

Unlike specific segmentation tasks where the exact boundaries of the segmentation target are clearly defined,
precise definition of a rectangular bounding box around an anatomical structure is challenging. Even though the
protocol for setting the reference standard was specified, determining these exact demarcations of the bounding
boxes (e.g. the slice in which the cardiac apex starts or the exact slice where the aortic arch stops) is not trivial,
especially in non-contrast enhanced low-dose chest CT scans. Visual inspection of the results suggests that most
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errors obtained by the automatic method might be similar to intra- and inter-observer variations. In our future
work, this will be evaluated and compared to automatic performance.
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Figure 2: Dice scores of bounding boxes around the heart, aortic arch, and descending
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Figure 3: Distance between the automatic and reference bounding box centroids.
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Figure 4: Average distance between the automatic and reference bounding box walls.

5. CONCLUSIONS

An automatic method for the localization of anatomical ROIs in low-dose non-contrast enhanced non-ECG
synchronized chest CT scans was presented. Localization of anatomical ROIs was performed by combining the
output of three CNNs, each analyzing one image plane. The method showed good performance for localization of
the heart, the descending aorta, and the aortic arch. The results demonstrate that 3D localization of anatomical
ROIs in medical images is feasible by CNNs classifying 2D image slices. The localization method can provide a
starting point for complex image analysis tasks.
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