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ABSTRACT

Imaging mass spectrometry (IMS) is a novel molecular imaging technique to investigate how molecules are dis-
tributed between tumors and within tumor region in order to shed light into tumor biology or find potential
biomarkers. Convolutional neural networks (CNNs) have proven to be very potent classifiers often outperforming
other machine learning algorithms, especially in computational pathology. To overcome the challenge of com-
plexity and high-dimensionality of the IMS data, the proposed CNNs are either very deep or use large kernels,
which results in large amount of parameters and therefore a high computational complexity. An alternative is
down-sampling the data, which inherently leads to a loss of information. In this paper, we propose using dilated
CNNs as a possible solution to this challenge, since it allows for an increase of the receptive field size, neither
by increasing the network parameters nor by decreasing the input signal resolution. Since the mass signature of
cancer biomarkers are distributed over the whole mass spectrum, both locally- and globally-distributed patterns
need to be captured to correctly classify the spectrum. By experiment, we show that employing dilated convo-
lutions in the architecture of a CNN leads to a higher performance in tumor classification. Our proposed model
outperforms the state-of-the-art for tumor classification in both clinical lung and bladder datasets by 1-3%.

Keywords: computational pathology, convolutional neural networks, mass spectrometry imaging, cancer detec-
tion, dilated convolution.

1. INTRODUCTION

Cancer detection and classification on the basis of imaging mass spectrometry (IMS) data is a young, but
promising practice. In contrast to other cancer classification methods, mass spectrometry has the potential
to very quickly image and analyze tissue. Even intra-operative precise cancer delineation is possible.1 IMS is
used to record the mass spectrum of thin tissue samples with a spatial resolution in the order of micrometers.2

The mass spectra can offer insight into the molecular composition of tissue regions, which can be used to build
classifiers that can detect tissue differences and abnormalities, such as cancer.

One of the main challenges of analyzing IMS data is reducing the high dimensionality, which is typically in the
order of ten to several hundreds of thousand, without losing valuable information. Machine learning methods,
like principal component analysis (PCA) and linear discriminant analysis (LDA) yielded promising results in
identifying cancerous tissue,3.4 Even better result could be achieved by applying convolutional neural networks
(CNNs),5 since CNNs have a high capability for finding a nonlinear hierarchical transformation, which maps the
input space into a separable feature space in a typical multi-class classification problem.

An important hyper parameter in a CNN model is the receptive field, which is the part of the input signal
that influences a node in the network. Increasing the size of convolutional kernels, increases the receptive field
with respect to its preceding layer. Consequently, the receptive field of each layer in the CNN architecture can
be computed by taking into account all the previous applied layers on the input. Ideally, the receptive field
should be tuned to the size of relevant, salient patterns, which determine the classification.6 However, since only
little research has been done on pattern sizes in IMS cancer classification, there is no established consensus on
the optimal receptive field sizes, given a tissue and a classification task. One candidate for cancer identifying
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Figure 1: Example of a bladder tissue slice; (left) histopathology H&E image, along with mass spectrometry
data; (right) two spectra at two different spots on the tissue surface.

patterns in IMS data might be isotope patterns, which are spread locally in small mass intervals.5 However, many
cancer biomarkers are larger molecules like peptides or proteins5,7 which are spread irregularly over large parts of
the mass spectrum.8 To capture such locally clustered and globally distributed patterns, a larger receptive field
might improve the classification performance. Recently, dilated convolutions, also known as atrous convolutions,
were introduced for capturing both small and large object patterns in an image in the field of computer vision.6

In a dilated convolutional kernel, adjacent kernel elements do not correspond to adjacent elements in the signal
domain but spacing is introduced. Therefore, the convolution operator has a larger receptive field. To avoid
losing resolution of the input signal, the dilation rate - i.e. the spacing of the kernel - has to be increased
gradually with each subsequent layer.9

In this paper, we demonstrate that an increase of receptive field size by means of dilated convolutions increases
the classification performance of cancer detection using IMS imaging. To achieve the presented results, the
following steps were employed: firstly a CNN, proven to be successful in IMS cancer classification - IsotopeNet5

was replicated. Secondly the regular convolutional layers were replaced by dilated convolutional layers, with
varying dilation rate resulting in networks with differing receptive field size. In a preliminary test, the best
performing network was selected. Lastly, the performance of the best performing dilated CNN, IsotopeNet and
a state-of-the-art classifier based on PCA and LDA were compared using two human-tissue IMS datasets.

2. METHOD

2.1 Datasets

In this study, two datasets were used. The first dataset was previously used by Behrmann et. al.5 It consists of
4672 lung tissue samples from 12 patients that were provided by the tissue bank of the National Center for Tumor
Diseases (NCT, Heidelberg, Germany), representing one of two subtypes of lung cancer: adenocarcinoma and
squamos cell carcinoma. The class distribution was roughly equal. The ground truth was determined by employ-
ing histopathological examination of hematoxylin and eosin stained slides and additional immunohistochemical
stains.

The second dataset consists of bladder tissues from nine patients. The tissues are serially sectioned by the
Academic Medical Center (AMC) in Amsterdam. Half of the provided sections (e.g. all odd-numbered sections)
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are sent for hematoxylin and esoin (H&E) staining and consequently used for bright-field microscopic imaging.
The histological annotations on the obtained H&E images are provided by the uropathologist and are used as the
ground truth for the other half of the sections (all even-numbered sections) which are used for molecular analysis
by the IMS modality. The samples are prepared by formalin-fixed paraffin-embedded (FFPE) technique before
the IMS at Maastricht University (Maastricht, The Netherlands). The mass spectrometry data are obtained at a
spatial resolution of 50 µm with a RapifleX Time-of-Flight mass spectrometer (Bruker Daltonik GmbH, Bremen,
Germany) across the mass-to-charge-ratio (m/z) range of 800−3000Da with resolution of 0.0498Da, resulting in
44,161 bins over the whole range. A subset of 13,000 samples (spectra) were used, divided into the two classes of
cancerous tissue (either urothelial cell carcinoma) and healthy tissue (healthy urothelium and healthy detrusor
muscle tissue). The samples were distributed evenly over those two classes.

Each sample (i.e. spectrum) is preprocessed by two techniques: (1) applying a unit-length normalization
according to the total ion counting (TIC); (2) baseline correction (flattening the baseline and making it equal
to zero). Classifier performance was evaluated with a cross-validation scheme using four different (semi-random)
data splits into roughly 25% test, 70% training data and 5% validation data, ensuring that tissue samples of the
same patient are not present in the both training and testing sets. Figure 1 shows an example of recorded data
from a bladder tissue.

2.2 Classifiers

Two state-of-the-art classifiers were used as benchmarks: PCA-LDA method10 based on the work of Boskamp et
al.3 and IsotopeNet,5 a CNN-based approach. Both methods were specifically developed for cancer classification
in IMS data.

For the first benchmark, PCA was used to reduce the dimensions to a range between 10 and 300 in steps of
10. Next, LDA was used build a classifier. The best classifier - reached with a dimensionality reduction to 150
for the lung dataset and a reduction to 90 for the bladder dataset - was used as benchmark.

IsotopeNet is a CNN consisting of four residual blocks in series, connected to a dropout layer,11 followed by a
locally-connected12 and a fully-connected layer. The residual block consists of two convolutional layers in series,
in which the output of the second layer is added to the input of the residual block to reduce training time.13

After each convolutional layer, batch-normalization operation14 and a rectified linear unit (ReLU) activation
function are applied. A detailed description of the architecture can be found in the work of Behrmann et. al .5

In a preliminary experiment, the effect of the locally-connected layer was tested. Since a locally connected
layer is a convolutional layer with unshared weights, the number of parameters grows with the input spectra
length. At the input of the locally-connected layer in IsotopeNet architecture, the signal has a length of 1,820.
Using a kernel size of 5 and a bias vector, the number of trainable parameters in locally-connected layer would be
equal to 10,920. This is about 70% of total 15,806 trainable parameters in the model. The original IsotopeNet
performance was compared to a slightly changed version, in which the locally-connected layer was replaced
by a regular convolutional layer with a kernel size of 5. This results in a network with only 4,891 trainable
parameters. This preliminary test was only performed on the lung dataset with the cross validation scheme as
mentioned above. Three performance indicators were measured: training time of 300 epochs, the execution time
for processing one sample data and the balanced accuracy.

To investigate the effect of the receptive field, we use IsotopeNet as a baseline. All convolutional layers in the
residual blocks of IsotopeNet were replaced by dilated convolutional layers, leaving the rest of the architecture
unchanged. Dilated convolutions offer a method of increasing the receptive field without losing input and
mid-feature level resolution. The concept of dilated CNNs was shown to be successful in several domains,
such as 2-dimensional image analysis,915 and natural language processing.16 In our experiments, the training
configurations of IsotopeNet were changed according to Table 1.

To find the optimal receptive field size, different dilation rates were tested on a data fold of the lung dataset.
Ten percent of the training data was held back as a validation set. The performance was measured after 500
epochs of training. The dilation rates were determined using the method of Hamaguchi et al.9 of first increasing
and then decreasing the dilation rate in deeper layers. Step-wise increasing the dilation rate results in a larger
receptive field, necessary to capture large patterns. Moreover, step-wise decreasing the dilation rate in the
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Table 1: The training configurations for two evaluated datasets
lung data bladder data

Dropout probability 0.3 .4
Weight decay 0.05 0.09
Learning rate* 0.05 0.0005
* Adam optimization17

Table 2: The impact of replacing the locally-connected layer with a convolutional layer in performance of
IsotopeNet.

locally-connected layer convolutional layer
Number of param. 15,806 4,891
Training time [minutes] 22.85 19.55
Execution time [sec] 2.73 0.11
Balanced accuracy 0.8275 0.8167

later layers of the network ensures that mid-level feature resolution, which is lost due to the spaced kernels, is
recovered. To reduce the effect of randomness, all networks used the same weight initialization. Weights were
initialized according to the method of He et al.18 for this test and all other training instances. The two best
performing networks from this preliminary test were used for extensive testing on all data folds of the lung
dataset. For the bladder data only the best dilated CNN was trained and its performance was compared to the
two previously mentioned benchmarks.

For the second dataset, several adjustments to the network structure were made. The bladder dataset has
roughly a three times higher resolution. With increasing resolution, the m/z bin size decreases and the receptive
field captures smaller parts of the mass spectrum. IsotopeNet was designed with an ERF size of 13.02 Da.5

To avoid changing the receptive field size for the bladder dataset, the signal was down-sampled in the third
residual block with a factor of three using a strided convolution. This resulted in an ERF size of 11.11 Da.
Furthermore, the hyper parameters had to be adapted to the bladder dataset. The weight decay factor and the
dropout probability was found with a grid search on one data fold by evaluating the validation set balanced
accuracy. The learning rate was determined following the method of Smith,19 in which the learning rate is
gradually increased after each batch until the loss no longer converges. The network is then reset and trained
with the found learning rate.

The training was stopped if the average loss of the last 25 epochs drops below a predefined threshold (5×10−2).
Although regularization techniques were used, overfitting could not be avoided for the bladder dataset. Instead,
every 10 epochs the balanced accuracy of the validation set was calculated. If the balanced accuracy reached
a local minimum and started increasing again for the next 3 validation set evaluations - i.e. 30 epochs - the
weights of the minimum are loaded and test set performance is evaluated.

To evaluate the performance of the networks, several measures are used: balanced accuracy (BA), which is a
measure that combines sensitivity and specificity and takes class proportions into account, the F1-score, which
takes recall and precision into account. Additionally, the interquartile ranges (IR) are calculated to measure the
robustness of the classifier with respect to different data sets and random elements in the case of neural networks.
Lastly, the area under the receiver operating curve (AUC) is reported.

3. RESULTS

The results of the preliminary test to investigate the effect of the locally-connected layer were shown in Table 2.
Table 3 shows the result of the preliminary test for finding the best dilation rate.

Table 3: Balanced accuracy (BA) for networks with varying effective receptive fields (ERF)
ERF 200 273 447 765 1039 2275 6115
BA 0.928 0.932 0.928 0.928 0.923 0.943 0.931
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Table 4: Architecture of the dilated networks
Layer kernel stride feature maps dilation rate Net1 dilation rate Net2
Residual layer 3 1 8 1/3 1/3
Residual layer 3 5 8 9/27 9/27
Residual layer 3 1 8 16/5 16/48
Residual layer 3 3 1 2/1 144/48
Locally connected layer 5 1 1 1 1
Dropout layer - - - - -
Fully connected layer - - 1 - -

Table 5: Performance of the proposed DilationNets in comparison with the two baseline classifiers.
Lung dataset Bladder dataset

Classifier Median BA IR Median BA BA IR Median F1 F1 IR AUC
PCA LDA 0.8176 0.0631 0.7734 0.0718 0.7157 0.0975 0.8890
IsotopeNet 0.8275 0.0408 0.8115 0.1634 0.8339 0.1948 0.8928
DilationNet1 0.8374 0.0423 0.8328 0.1349 0.8666 0.1838 0.9235
DilationNet2 0.8173 0.0425 - - - - -

The two best performing networks have an ERF size of 273 m/z bins (in the following referred to as Dila-
tionNet1) with a balanced accuracy of 0.932 and an ERF size of 2,275 m/z bins (in the following referred to as
DilationNet2) with a balanced accuracy of 0.943. It is worth mentioning that the reported accuracy is calculated
on the validation set. Since samples from the same patient are highly correlated and such samples are present
in both training and validation partitions, the performance of the validation set will be significantly better than
the performance of the test set. However, here we only consider the model performance relatively for finding the
best ERF. In comparison, IsotopeNet has an ERF of 81 m/z bins.

The general structure of DilationNet1 and DilationNet2 can be seen in Table 4. The values in the column
’dilation rate’ correspond to the first and second convolutional layer within the residual layer, respectively.

Classifier performance for the lung dataset was evaluated with a four-fold cross-validation scheme, where every
data fold was evaluated four times, resulting in a total of 16 evaluations. For the bladder, classifier performance
was evaluated with a two-fold cross-validation scheme, where every data fold was evaluated eight times to reduce
the impact of the random elements, like the dropout layer and weight initialization.

The results for both datasets have been summarized in Table 5. For the lung dataset, the highest median
balanced accuracy of 0.8374 was reached by DilationNet1. The IRs of all networks are very similar with the
lowest IR of 0.0408, achieved by IsotopeNet. The PCA-LDA method shows the lowest performance on both
datasets.

For the bladder dataset, DilationNet achieved the highest median BA (0.8328), F1-score (0.8666) and AUC
(0.9235). The lowest IRs is achieved by the PCA-LDA classifier, followed by DilationNet1. The ROC curves of all
three classifiers on the bladder dataset are shown in Figure 3. Figure 2 visualizes the prediction of DilationNet1
on a bladder tissue slice.

4. DISCUSSION

The first preliminary test to investigate the performance impact of the locally-connected layer, shows that it
slightly improves the performance of the network. By replacing the locally-connected layer with a standard
convolutional layer, as expected, the execution time is decreased significantly (×24 faster) while the balanced
accuracy drops by only 1%. In possible real-time applications, where the execution time is crucial, the network
without a locally-connected layer might be preferable.

The second preliminary test and the complete performance evaluation on both datasets show that the effective
receptive field (ERF) size is an important hyper parameter for MS analysis. By only increasing the receptive
field, DilationNet1 was able to outperform both benchmark classifiers in most performances measures such as
the balanced accuracy for both datasets and the F1 score and the AUC for the bladder dataset. Notably, this
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Figure 2: Left: a bladder slice with urothelial cell carcinoma (red) and healthy detrusor muscle tissue (green).
Right: model prediction at sampled (laser) spots on tissue surface.
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Figure 3: The ROC curves of PCA-LDA, IsotopeNet, and DilationNet.

increase was only caused by replacing convolutional layers by dilated convolutional layers, which means that the
amount of trainable parameters and the computational complexity within the network did not increase.

However, a larger receptive field is not necessarily better as was shown by the performance drop of Dila-
tionNet2. This could be explained by the dilation rate pattern. As Hamaguchiet al.9 argued, only increasing
the dilation rate will lead to the loss of mid-level feature resolution, which is especially problematic for small
patterns. In DilationNet1, the dilation rate decreased from the fifth layer onwards, but in DilationNet2 only in
the last layer the dilation rate decreased. DilationNet2 might not find a good feature representation for small
locally-connected patterns.
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For the bladder data the performance increase was clearer. DilationNet1 outperformed IsotopeNet on all per-
formance measures, showing that DilationNet1 is more flexible to different datasets and a different classification
tasks: the lung dataset represented two types of lung cancer, while the bladder data represented healthy and
cancerous tissue.

5. CONCLUSIONS

In this paper, we showed that adjusting the effective receptive field (ERF) in a CNN architecture has a high
impact on the performance of IMS classification. Exploiting the dilated convolutions in a CNN results in
capturing patterns with different resolutions in the input space. DilationNet makes use of the fact that the
cancer mass signature is spread over large parts of the spectrum and the ERF can be increased by incorporating
dilated convolutions, without increasing the number of parameters and hence the computational complexity.
The proposed method is able to outperform two state-of-the-art IMS cancer classifiers by 1-3%, showing that
the ERF is an important hyper parameter, which needs careful adjustment.
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