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The use of depth-sensing computer vision to capture bodily movement is
increasingly being exploited in healthcare. Yet, there are few descriptions of
how real-world practices influence the design of such applications. To this
end, we present the development and empirical evaluation of ASSESS MS,
a system to support the clinical assessment of Multiple Sclerosis using
Kinect. A key issue for developing machine-learning based systems is the
need for standardized data on which statistical inferences can be made.
We demonstrate that there are many aspects of clinical practice that are at
odds with the need to capture standardized data for a computer vision sys-
tem. We offer three design guidelines so address these: 1) Standardization
is a multi-disciplinary issue and needs to be addressed eatly in the devel-
opment process; 2) Tools that provide a view into what the camera “sees”
can support the achievement of standardized data capture in real environ-
ments; 3) Tools to support standardized data capture should maintain the
agency of human interaction. More broadly we show that when considering
every day contexts, the traditional focus on measurement accuracy is only
a small part of the effort needed to make a technology “work” in practice.
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1. INTRODUCTION

Understanding the posture and motion of the human body has been a long-
standing interest within healthcare settings. For many decades, health professionals
have sought to systematically characterize and quantify different aspects of bodily
movement (Levine, Richards, & Whittle, 2012). These efforts have aimed to artic-
ulate the patterns and parameters of healthy movement as well as those deviations
that arise from disorders, such as multiple sclerosis (MS) or cerebral palsy. Although
such analysis has traditionally relied on observational methods of an expert, ever
more sophisticated forms of technological augmentation are now being used, from
photographic techniques in the early 20th century to ubiquitous sensors today.

Research into quantifying movement patterns blossomed with the development
of sophisticated measurement laboratories. Outfitted with a range of sensing devices,
from markered motion capture systems and force-plates to electromagnetic sensors
and goniometers, these labs enable precise tracking and measurement of movement,
most commonly gait. The benefit of such measurement capability has been demon-
strated repeatedly, such as substantially reducing the number of surgical procedures
a child with cerebral palsy might require (Simon, 2004). Despite such benefits, the
laboratory nature of these technologies, their expense, and cumbersome use has
undermined widespread usage.

Recent advances in wireless hardware and the miniaturization of electronics
has enabled the development of ubiquitous sensing devices, such as depth-sensing
cameras, accelerometers, and gyroscropes. Unlike predecessor technology, ubiquitous
sensors can be used in any location with minimal setup and expense. As such, their
introduction has renewed interest in the potential to develop systems suitable for clin-
ical practice that measure bodily movement in a similar way as the laboratory-based
systems. A large number of exploratory systems have already been developed (see
Morrison, Culmer, Mentis, & Pincus, 2014, for an overview of those in depth sensing).

Although ubiquitous sensors offer potential in understanding movement ability
for clinical use, there remains a significant gap between their demonstrable feasibil-
ity in laboratories and their use in everyday clinical settings. The substantial research
focus for laboratory-based movement assessment has been on how to accurately mea-
sure and represent bodily movement. A shift to clinical settings raises the question
of how the system allows the sensing of body movement to be situated and rendered



194 C. Morrison et al.

FIGURE 1. The ASSESS MS system being used to record a Finger Nose test while the health
professional monitors.

meaningful within the larger systems of clinical workflows, environmental contexts,
and social configurations of clinical practice (cf. Goodwin, 1994; Lynch & Woolgar,
1990; Mentis & Taylor, 2013).

In this article, then, we explore this question through describing the development
of the ASSESS MS system (see Figure 1). ASSESS MS uses depth-sensing computet
vision and novel machine learning algorithms to support the clinical assessment of
MS for tracking disease progression. We focus on the prototype used to capture
depth videos of assessment movements in a clinical setting that provides data for the
machine-learning elements of the system. In particulat, we elucidate how the pattic-
ulars of the clinical context shaped the design of the prototype and the system more
generally.

At the core of our discussion is how the design of the ASSESS MS prototype
can enable standardized data capture. The machine-learning basis of this, and many
movement assessment systems, requires data that are in a form that can be processed
and statistically compared. On the face of it, the notion of standardized data cap-
ture appears one that can be unambiguously understood, specified, and subsequently
embodied in any system. In practice, we found that it is a much more problematic
concept to pin down. Its articulation is contingent upon the varied perspectives of the
system components, both human and machine, as well as circumstances of practice.

Moving from initial fieldwork of existing MS assessment practices, we present
the design of the system and its iterative refinement in conjunction with our clinical
partners. Through this unfolding of the design, our aim is to highlight the particu-
lar challenges that emerge in clinical settings. In doing so, we articulate the complex
interplay between computer vision hardware and machine learning algorithms and the
social organization of clinical assessment practices in these settings. Although our con-
cerns here relate to the particular characteristics of MS as a movement disorder, our
aim is to highlight a more general set of ideas that pertain to how we think about
the design of computer vision systems for real-world use in the context of clinical
assessment.
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2. MOTIVATING ASSESS MS

2.1. Tracking Disease Progression in MS

We begin with a discussion of assessing disease progression in MS over time. MS
is a chronic inflammatory disease of the central nervous system that causes a wide
range of symptoms, including ataxia (swaying of the body), intention tremor (oscil-
lation of a body part), numbness, paralysis, and visual disturbance, as well as vatious
forms of cognitive difficulty. Symptoms, either alone or in combination, are usually
suffered intensely during relapses followed by extended periods of temission in which
symptoms may improve. Over time the disease can enter into a progressive phase in
which a steady detetioration occurs, affecting the ability to do everyday tasks, such as
walking or eating (Kamm, Uitdehaag, & Polman, 2014).

A large number of therapies have, and continue to be, developed to relieve the
symptoms that challenge daily living and ultimately to stop the progression of the dis-
ease. To know whether a treatment is working for a specific person, or is efficacious
across a whole population, it is essential to be able to track disease progtression. This
is particulatly important given the varied presentation of symptoms and the unpre-
dictable nature of progression in any one MS patient. For example, some patients may
become severely impaired over a matter of a few years, whereas others may live an
entire lifetime affected only minimally. The measurement of motor ability is thought
to be the best noninvasive indicator of clinical disease progression.

Currently, disease course is tracked through a clinical assessment done by a neu-
rologist and documented using a standardized rating scale, the Expanded Disability
Status Scale (EDSS; Kurtzke, 1983). During the assessment, the neurologist asks the
patient to carry out specific tasks, such as touching the nose or walking 10 m. In the
performance of these tasks, the patients are observed for specific symptoms, such as
tremor, which the clinician rates on a 0—4 scale. The symptom scores are aggregated
to produce a set of functional system scores, which themselves are then aggregated to
determine the global level of disability, or the EDSS score, marked on a 0—10 scale.
Symptom, functional system, and global disability scores may all be used to judge the
benefits of specific treatments.

Despite careful design, standardized rating scales have inherent issues of reliabil-
ity and sensitivity (Hobart, Cano, Zajicek, & Thompson, 2007). Agreement between
clinicians and the same clinician over time (inter—and intra—rater reliability) is usually
low, making the tracking of disease progression over time unreliable. As assessments
take about 1 hr of a neurologist’s time, they are also very expensive, which can hinder
the frequency with which they are done. As such, although standardized rating scales
help structure an assessment and provide at least an initial quantitative measure to
support a clinician’s overall view of the patient, they are expensive and lack reliability.

This inability to regularly and reliably track disease state makes understanding
the impact of novel treatments challenging. It is problematic, for example, to mea-
sure the efficacy of new drug treatments during a clinical trial with a manageable
number of patients (e.g. Cohen, Reingold, Polman, & Wolinsky, 2012). Given the
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power calculation formula used in clinical trials, a twofold reduction of measurement
uncertainty in MS trials would enable approximately a fourfold smaller sample size
while preserving the power of the trial. A reduction in measure variance would make
the evaluation of drug treatments substantially shorter and cheaper. Moreover, new
reactive treatments that change with disease state (e.g., Gladstone, Danells, & Black,
2002; Leddy, Crowner, & Earhart, 2011) can be introduced only once reliable and
inexpensive disease tracking is available.

2.2. Depth Sensing in Healthcare

In light of these issues, there is a strong motivation to develop technology to assist
in tracking disease progression, which is less likely to be subject to the same kinds of
variability inherent in the human judgements used in clinical standardized rating scales
(O’Hara, Morrison, Sellen, Craig, & Berthouze, 2014). Depth-sensing computer vision
has been adopted to form the core of a range of innovative healthcare applications,
from touchless interaction during surgical image navigation (O’Hara et al., 2014), to
movement rehabilitation for children with cerebral palsy (Bonnechere et al., 2014), to
improving cognitive performance in elderly people (Kayama et al., 2014).

A number of applications have been developed specifically for MS, although
mainly for rehabilitative purposes. Eguiluz et al. (2013) demonstrated the use of
Kinect to analyze, evaluate, and correct vertical positioning during rehabilitative exer-
cise for MS patients. Ortiz-Gutiérrez et al. (2013) presented a system to support
the tele-rehabilitation of balance and sensory integration in MS patients. Similatly,
Lozano-Quilis et al. (2014) carried out a randomized controlled trial of a Kinect-based
rehabilitation system for improving balance in MS patients. These systems build on the
base of existing computer-assisted applications for rehabilitation, using social gaming
(Weyer, Robert, Hariandja, Alders, & Conin, 2012), exoskeletons (Gijbels et al., 2011),
and virtual environments (Baram & Miller, 2000).

The demands of movement measurement for clinical assessment have made
application development more challenging. A number of research efforts have val-
idated the measurements produced by the Kinect depth sensor against established
marker-based motion capture systems. The evidence so far suggests that Kinect is
appropriate for functional ability assessment of motion in healthy people (Bonnechere
etal.,, 2014). Others studies have focused on particular clinical conditions, such as pos-
tural control (Clark et al., 2012), upper extremity function in dystrophinopathy (Lowes
et al., 2013), static foot posture (Mentiplay et al., 2013), and continuous in-home gait
analysis (Stone & Skubic, 2013). There are also initial explorations of the use of depth
sensing for carrying out gait analysis in MS patients (Behrens, Otte, Mansow-Model,
Brandt, & Paul, 2014). These are important steps to ensure the viability of the Kinect
depth sensor as a rigorous clinical assessment tool.

The use of depth sensing to support clinical assessment in MS sits within a
broader research effort that considers other sensing modalities. For example, body-
worn motion sensors have been demonstrated to highlicht mobility differences
between healthy volunteers and patients with eatly-stage MS better than traditional
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time tests (Spain et al., 2012). Accelerometers have also been used to measure both
physical activity and walking mobility in MS patients (Weikert, Motl, Suh, McAuley, &
Wynn, 2010). Most recently, an accelerometer built into an iPad has been used for gait
and balance analysis (Rudick et al., 2014). In spite of the initial positive results, clinical
assessment systems have not been developed past this research stage and deployed in
clinical settings. Understanding these systems in terms of what it might mean for them
to work in the real-world context of a clinical setting and practices remains unexplored.

The translation from a working technology in the laboratory to one in clinical
practice is not necessarily trivial. Relevant lessons can be drawn from O’Hara et al.
(2014), which sought to understand the use of depth sensing in the operating the-
atre. The use of the Kinect in this instance was not for assessment purposes but to
enable clinicians to interact with medical images in a sterile manner using touchless
gestural interaction techniques. Although it was not the first system to demonstrate
the feasibility of these capabilities, it articulated how system design specifics pertained
to particular elements of clinical practice in these settings and how clinical practices
were reconfigured in response to characteristics of the depth-sensing system.

The research, for example, discussed how /Zne-of-sight requirements of the tech-
nology impacted on access and control of the system by different clinicians, how
background members of the clinical team were inadvertently and unknowingly impli-
cated in the interaction, how it affected the spatial configuration of actors in relation
to the sensor and particular demands of the machine learning algorithms and dis-
plays. The key point of the work was to highlight a more intimate relationship between
fundamental elements of the technology and the features of the clinical practice
that broadens the ways that we conceive of the design of these systems. Drawing
on these ideas, we explore more closely the alignhment between characteristics of a
depth-sensing computer vision system and the clinical practices that surround MS.

3. CURRENT ASSESSMENT PRACTICES

The first step in the development of ASSESS MS was to understand current
assessment practices. We conducted observations of eight EDSS assessments carried
out by five different neurologists. Patients had a range of disability from minimal
symptoms to those who were highly impaired (EDSS = 2 to 8.5), and the neurol-
ogists ranged from assistant doctors to highly experience MS specialists. Observing
the interactions of clinician and patient in the clinical setting enabled us to highlight
a set of issues that are of significance for the design of ASSESS MS. In particular, we
consider the need raised by our machine-learning colleagues for “standardized” data
appropriate as an input for machine learning algorithms.

3.1. Assessment Exercises

The assessment sessions began with the neurologist asking the patient about their
current state. Based on the details of this discussion, the neurologist then guided the
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patient through a number of simple exercises. Although the EDSS assessment contains
tests for all possible affected ateas of the brain (e.g, eyesight), the majority of the
assessment time focused on exercises for the assessment of motor or sensory ability.
Exercises were varied and could be done lying down on the patient bed, sitting on its
edge, standing, or walking. They included touching the finger to the nose, sensing the
sharpness of an object, or walking on a pretend tightrope.

What was notable about the selection of exercises in any particular case was their
contingency on the suspected patterns of symptoms. For example, a clinician asked
one patient to raise her arms to the side to shoulder height to test #runcal ataxia and
from this position to touch her nose to assess zuzention tremor. The same clinician asked
another patient to raise his arms in front shoulder height to perform the Romberg test
and assess strength and from this position asked the patient to touch his nose to test
intention tremor. Of significance here is that the Finger Nose test is used in both cases
but performed differently. In the first instance the movement began with the arm
stretched out to the side and in the second instance to the front. Although this differ-
ence is of no importance to a clinician, it could be highly problematic for a computer
vision system.

We also saw how movements, rather than being defined by a rigid adherence to
a prescribed pattern, were modified to accommodate a patient’s abilities. For example,
a patient whose lower body strength had been affected by the disease was not able
to bicycle his legs, so he was asked to just lift the leg instead to demonstrate level of
strength. In another instance, the clinician found that the patient could not lift his leg
either, and she quickly adapted the exercise, asking the patient to push his leg against
her hand. This variation enables a clinician to construct an individualized assessment
but is highly problematic for a computer vision system, as large amounts of data are
needed to train the algorithm for each separate movement. Unlike the individuality
of a clinical assessment that can account for any disability, a machine-learning-based
system cannot accommodate such differences.

Morteover, in constructing the assessment, the clinician is in continued dialogue
with the patient; he is combining elicited knowledge from the patient with prior
knowledge of the patient and additional observations. Being able to do this on the
fly, the clinician demonstrates an understanding of how forms of movement may be
revealing of symptoms. These abilities of a clinician also assume knowledge of how
such changes will have a beating on the assessment scores. In particular, the clin-
ician demonstrates how this beating embodies the clinician’s assumptions for how
a score may impact subsequent courses of clinical action (Hattswood, Procter, &
Rouncefield, 2003). Machines do not have this knowledge when assigning symptom
scores.

There are several contexts of clinical assessment in which the role of the clinician
in directing the movements is less prominent. The performance of assessments for
clinical trials is one. In this circumstance, clinicians must carry out all exercises in the
set order. Although adaptation may still be necessary, the skill of the clinician in direct-
ing movements is not utilized. This is for many clinicians an unrewarding part of their
job. Another context is the taking of Magnetic Resonance Images, which is done by a
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technician and reported to the clinician, whose skill lies now not in performing the test
but reading the image. Not least, there are other manual tests, such as the Nine-Hole
Peg Test (Mathiowetz, Weber, Kashman, & Volland, 1985), that are administered by
nurses. These alternative contexts provide inspiration for where else a sensor-based
system may sit within the clinical context.

3.2. Clinic Spaces

It was also apparent from our observations that the assessment rooms themselves
presented a number of potential challenges to a computer vision system. In contrast to
dedicated movement assessment laboratoties, the clinic assessment rooms were both
small in their overall dimensions and cluttered with clinical paraphernalia. Most of the
rooms contained a patient bench for assessment, a sink for hand hygiene, a desk with
computer for the health professional, and a cabinet for test equipment and artifacts
(Morrison, Corish, & Sellen, 2014). It is also not uncommon for some patients to
come into the assessment room in a wheelchair, as well as being accompanied by a
friend or family member.

Such clutter creates a number of potential issues that would need to be accounted
for in system design. The visual element of clutter can potentially interfere with raw
sensing signals from a depth sensor. A metal chair behind the patient, for example,
cannot be sensed by a depth sensor and will leave a large black spot in the depth video.
It may also be a challenge to successfully parse desired elements of the foreground
from any of this unwanted background material. The sanitation papet, for example, if
hanging off the bed and behind the patient’s legs, will make it difficult to segment the
patient from the background.

Second, the paraphernalia can make the room spatially squeezed. This sub-
sequently requires movement performance to be configured to accommodate the
spatial constraints of a clinic room. As a result, patient and system may need to be
continually adjusted between movements. Walking tests often cannot be performed
in the assessment rooms and are done in, often busy, hallways instead. Such con-
straints would be further exacerbated by the particular proxemic demands imposed
by the minimum distance requirements of a computer vision system. The Kinect,
for example, requites the patient to be between 3 and 6 m away to be consistently
tracked.

Finally, these assessment spaces ate part of a larger clinical system and work-
flow that extend beyond the immediate requirements of a specific assessment session.
In many of the sessions that we observed, for example, interruptions of various sorts
were commonplace, meaning that there was rarely a continuous flow in the clinical
proceedings. Other clinicians would pop in and out of the assessment room during
an assessment to ask a question or to borrow some piece of equipment. Likewise
the telephone would frequently ring. Any standardized mechanisms for capturing as
well as classifying trajectories of movement behavior would need to be robust to the
idiosyncrasies of an interruption-based environment.
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3.3. The Patient—Health Professional Relationship

A further issue is the embodied nature of clinician—patient interaction and its
potential impact on a computer vision system. There is a tension between the practical
realities of movement-based disorders and the specific demands of a computer vision
system. It is common for the clinician’s and patient’s bodies to come together during
the assessment procedure. For example, in our observations, the clinicians frequently
touched the patient, such as to indicate which side to attend to. They would also stand
in front of the patient with a view to visibly demonstrating the assessment movement
that they wanted the patient to perform. Instructions then combined elements of both
physical and verbal performance.

The clinicians were also required to support the patient during standing and walk-
ing exercises, with some patients having the potential to lose their balance and fall as
a consequence of their motor difficulties. Although there may be a primary concern
with the movement of an individual body (viz., the patient), an assessment procedure
is constructed and performed as a collaborative enterprise. The visual delineation of
one body from another at any particular point duting the assessment procedure is not
something that is a trivial concern when we consider the design of a computer vision
system. Moteovet, the close physical relationship provides information to a clinician
that a computer vision system cannot access.

3.4. Summary

In summary, then, our observations of current clinical setting and workflows in
MS assessment oriented us to the following issues that we needed to consider in the
design process.

Clinicians adaptively construct the assessment workflow in accordance with the
status of patient symptoms and movement abilities emerging and elicited during the
interaction with a patient. Although this a valued skill of a clinician, the level of varia-
tion in movements would be impossible to address with a computer vision system.
It was clear from these observations that a passive system that “watched” during
an assessment would not be possible. Rather, a system that elicited specific, standardized
movenents would be needed.

Our observations have also shown that the assessment is influenced and config-
ured in relation the physical space in which it is carried out. Clutter in the background
of the depth videos is something that must be practically managed. The mobile nature
of the assessment, due in part to making space for movement performance around
clutter, must be accounted for with appropriate positioning while recording, .4 view
onto what the camera “sees” is needed to belp the health professional manage the environment.

The assessments are a collaborative concern in which the patient and clinician
work together through verbal and physical instructions to produce the assessment.
This is in talk, but more importantly, the bodies of both patient and clinician work
together as a combined entity in the production of the patient’s body as a meaningful
object of assessment where clinicians move dynamically in relation to the patient, often
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touching and supporting them. 7he systens must support the patient—clinician interaction in an
appropriate form, taking account of its embodied nature.

4. ASSESS MS SYSTEM DESIGN

Our observations of how assessment is currently done in the clinic drew our
attention to three substantial issues when designing ASSESS MS: the need for stan-
dardized movement performance, a way to manage the camera view in light of the
small and cluttered space in which it is used, and the importance of the patient—health
professional interaction and its embodied nature during assessment. To illustrate how
we addressed these design issues, we first describe the final system as a reference point
and then detail the design process. Through describing the various design decisions
and alternatives considered, we highlight the complicated interaction between proto-
type design (our focus here), algorithmic design, and clinical purpose when attempting
to define standardized data.

4.1. Final System Description
System Overview

The ASSESS MS system uses depth-sensing computer vision and novel machine-
learning algorithms to determine the appropriate symptom score on the EDSS for
specific motor symptoms (e.g., ataxia). It has been envisioned with the view to track
disease progression in clinical trials in the first instance. Particular emphasis has been
placed on designing for use in any clinical setting with minimal setup and training and
without modifications to the patient (e.g;, changing clothes). We have also endeavored
to make it usable by nurses, as well as clinicians who are the traditional assessors.

ASSESS MS has three interconnected components: a prototype for capturing
depth videos in the clinical setting, a set of bespoke algorithms for preprocessing the
depth videos and classifying them, and a set of movements that reflects clinical symp-
toms. An interface that visualizes the results will be added at a later date. We describe
these components in detail next.

Prototype

The ASSESS MS prototype, shown in Figure 2, has a 21-in. patient-facing screen
used to instruct patients in the assessment movements. A smaller tablet computer
with touch screen capability is mounted on a mobile arm at the back of the unit.
This interface is used by the health professional to position the patient, select the
assessment movements to be performed, and complete the recordings. A remote con-
trol enables the health professional to move freely around the room to support the
patient as needed. The screens sit in an ergonomic box on wheeled legs for ease of
maneuvering with the Kinect mounted on top.
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FIGURE 2. The ASSESS MS system.
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The patient interface provides a standard presentation of assessment movements
through animated instructional videos. The animations consist of simple line drawings
accompanied by verbal descriptions localised into three languages. A red border and
beep indicate the start of a recording, and a green border and chime, its finish. The
name of each assessment movement is also displayed.

The health professional interface provides a number of navigational devices. The
health professional can play a movement instructional video, ot begin a test. Each page
contains one button that enables the beginning of a test, recording of a movement, ot
stopping of a recording. Arrows at the top of the interface enable the health profes-
sional to skip movements (e.g., Finger Nose test) or variations of movements (e.g., left
side, eyes open). Movements can be repeated by skipping backward. A navigational
bar at the bottom shows visually which movements have been captured and which
skipped. Protocol instructions, such as perform with feet on the floor, are written
below the videos.

Two tools were provided for managing the camera view. A positioning window
provides a view of the depth image stream with center crossbar to which the patient
should be aligned. It is available before the sitting and standing components in the
test as a full-screen feature and in a persistent window in the upper right-hand corner
throughout. The distance of the person from the camera is indicated below the image.
We also provided a screen to help health professionals identify clutter. This screen
visualized areas in the depth image that consistently reported zero values, turning them
green. This might be a chair left behind the patient, or a handbag left next to the patient
on the bed. This screen is shown to the health professional before the assessment
begins.

Figure 3 shows four screenshots of the prototype interface with the health
professional view on the left and the patient view on the right.
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FIGURE 3. ASSESS MS interface, showing the movement instruction videos, health profes-
sional interface, positioning window, and clutter screen.

Health Professional Screen Patient Screen

RECORD

Movement Instructional Videos

Finger to

BEGIN TEST

Health Professional Navigation

Positioning Screen

Clutter Screen



204 C. Morrison et al.

Algorithm

A supervised machine-learning approach has been taken using clinician-provided
EDSS symptom (sub-) score labels. Customized randomized Forests and novel ensem-
bles of randomized Support Vector Machines are used to discriminate landmarks in the
depth videos that contribute to the classification of whether person is a healthy volun-
teer or a patient. This particular algorithm has been validated on 1,041 depth videos of
both MS patients and healthy volunteers, achieving average Dice scores well in excess
of the 80% mark needed to show validity (Kontschieder et al., 2014). This algorithm
is referred to in this article, but development work is ongoing with recent algorithms
achieving a more fine-grained classification.

Depth videos are preprocessed to provide foreground segmentation and regis-
tration; nearest neighbor inpainting is used to fill missing data, and template-matching
in depth space is used to detect and center the head. Movement is captured through
the calculation of optical flow throughout the video. Changes in direction in optical
flow are used to threshold the data and isolate oscillating movements. Features are
then stochastically sampled from spatio-temporal cubes in the depth video and com-
pared. No temporal alignment of the videos is carried out as temporal information
may carried important information about disease state.

The “skeleton” provided by the Kinect SDK, which automatically infers where
the major body parts are and connects them, is not utilized. Although the “skele-
ton” provides an off-the-shelf way of doing the preprocessing of the depth videos
and capturing movement, it did not work well in the clinical setting, The amount of
jitter in the skeleton made it problematic to distinguish between pathological tremor
and jitter. Further, we found that the skeleton could not be postrendered consistently
on the depth videos of movements captured in the clinical environment. Specifically,
a patient sitting on a bench with a wall close behind made it difficult to initialize the
algorithms. Another issue noted was the physical touch of the body in the Finger Nose
test, causing an error just at the nose when the pathological aspects of the movement
are strongest.

Movements

The movement protocol contained 11 movements, which are depicted in
Figure 4. Six movements were chosen from the EDSS assessment to cover the func-
tion of the upper and lower extremities and the trunk. Two activities of daily living
movements, Drinking from Cup and Turning Pages in Book, were also included.
In addition, three new movements were defined—Finger Finger Test, Drawing
Squares, and Rotating on the Spot. These were created to captute in a potentially more
camera-friendly way upper and lower extremity function. Unlike other more recently
developed tests, such as the Multiple Sclerosis Functional Composite, the aim was to
maintain the specific information on motor ability provided by the EDSS symptom
(sub)scotes.
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FIGURE 4. The 11 assessment movements captured by the ASSESS MS system (left top to
right bottom): Truncal Ataxia, Finger Nose Test, Finger Finger Test, Drawing Squares, Turning
Pages in Book, Drinking from Cup, Romberg, Rotating on Spot, Hopping on One Foot, Walking,
Tightrope Walking.

4.2. Design Rationale

The design process included three iterations, shown in Figure 5. At each iteration,
sketches were made, as well as a physical and digital prototype. After the first iteration,
these were shared with our clinical partners at workshops, as well as tried out in the
clinical setting with members of the team. After the second iteration, the prototype
was first deployed with eight healthy volunteers to check for major problems. It was
then used by six health professionals (both nurses and clinicians) not involved in the
project with a single healthy volunteer. After the final iteration, the prototype was tried
with eight patients in two hospital clinics operated by the study clinicians who were
familiar with the movement protocol. All sessions were observed and discussions had
with the health professionals after usage. We draw upon this range of design activities
to inform the following discussion.

Designing for Standardized Movement Petformance

Our observations demonstrated that one of the key design challenges was going
to be finding a way to encourage standardized performance of assessment movements.



206

C. Morrison et al.

FIGURE 5. Preparatory system and three iterations of the ASSESS MS system.

Preparation Stage: VO

Iteration 1: V1

Iteration 2: V2

Iteration 3: V3

3

u Il

i | | .

¢

—

i




Assessing Multiple Sclerosis With Kinect 207

This became a stronger imperative when the decision not to use the “skeleton” was
taken. The pixel-by-pixel comparisons of depth videos used instead necessitated that
movements be performed in the same space and temporal region. Unintended varia-
tion in the trajectory of movement and its temporal performance makes it harder to
classify movements that differ in these domains as a consequence of disease state.

We initially proposed a game interface that could guide movements in specific
ways. For example, a simple game in which a patient had to pop each balloon as it
appeared would give a clear start and end to the movement and a precise expected
trajectory. This approach was rejected by our clinical collaborators as they felt it would
be difficult to convince the medical audience that the “game” movements elicited
the symptoms of interest in the same way as the EDSS. This was not questionable
if movements from the EDSS were used.

Our next proposition was to develop several types of interactive feedback to be
provided when the EDSS assessment movements were performed. We drew inspi-
ration from the literature on virtual reality, specifically studies of design strategies to
teach people movement using depth-sensing computer vision. Many systems place
a person in a virtual learning environment with a teacher. In some studies the stu-
dent’s movement is presented alongside that of the teacher’s with either a skeleton
or mesh representation (Bailenson et al., 2008; Chan, Leung, Tang, & Komura, 2011;
Chua et al,, 2003). Other strategies overlay the student’s movement directly onto the
teacher’s movement (Usui, Hatayama, & Sato, 2000). An alternative approach has been
to prompt which direction the arms or feet should go, leaving the path of movement
to be decided by the user (Charbonneau, Miller, Wingrave, & LaViola, 2009). The eval-
uations all indicate that feedback supports movement learning, but small size of the
studies does not give clear direction.

As a result of this previous work, we created sketches of (a) the patient’s depth
video next to the instructional video, (b) annotations on the depth video to highlight
important aspects (e.g,, arm height), and (c) movement traces of the patient on the
instructional video. See Figure 6. After workshopping these with our clinical part-
ners, this approach was also rejected. The clinicians said that showing patients a visual
stimulus that corrected movement during performance would impact the neurological
assessment. It was only possible then to provide a presentation of the movement before
it was performed, substantially constraining outr options for movement performance
standardization.

We eventually focused on the creation of an instructional system that presented
each movement with a simple animation to help ameliorate the idiosyncratic instruc-
tions of health professionals or guide those not skilled in performing the EDSS
assessment. To design the animations, we looked at movement learning as addressed
in the psychology literature. Controlled experiments have found that learning is best
when simpler representations are used (Chua et al., 2003) and when representations
focus on the end-points of movement (Pomplun & Matari¢, 2000). Experiments have
also shown that continuous feedback degrades skill learning. Although the parame-
terisation of the movement improves in the moment, the stability of the movement
is decreased in retention tests (Schmidt & Wulf, 1997). These studies point to the
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FIGURE 6. Sketches of movement performance feedback for patients: (a) the patient’s depth
video next to the instructional video; (b) annotations on the depth video to highlight important
aspects (e.g., arm height); and (c) movement traces of the patient on the instructional video.

Finger to Nose | R Eyes Open 00:07

use of simpler representations but also highlight that choice of representation can
impact different dimensions of learning. For this reason, we chose line animations that
highlighted the end points of movement.

Designing to Reveal the Camera View

Two features were included in the interface to reveal the camera view—the posi-
tioning window and the clutter screen. The positioning window shows the raw depth
data image. It originally had a shadow of a person that the clinician was intended
to align with the patient. This was difficult, as it did not scale to different-size peo-
ple, encouraging users to maneuver the system backward to fit the patient into the
shadow. This was often done with disregard to the required distance between camera
and patient specified in the data capture protocol. We noticed that people were very
keen on the depth image of the patient turning green when at the correct distance,
even though this feature did not always work properly.

Designing to Support the Patient—Health Professional Interaction

We further used the health professional interface to improve the standardization
of movement performance. Assuming that the instructional videos were as much for
the health professional as for the patient, we included prompts for protocol instruc-
tions, such as lowering the bed, in the instructional videos. Although it did help the
health professional to remember protocol instructions, it doubled the length of the
assessment. The animated instructional videos ranged in length from 12 to 43 s. This
was frustrating to the clinicians, and the inability to skip the videos even more so.

As a result, we shortened the instructional videos to one third of their original
length and included the protocol instructions as text instructions below the videos.
The navigation was also made less linear, so it was easier to skip between movements.
The video was triggered separately to the beginning of a movement, enabling patients
who needed to perform the test multiple times to skip the video. Expert patients who
were very familiar with the test could also then skip the instructional videos. In our
original design to encourage adherence, we had taken out the needed flexibility to
adapt to the contingencies of clinical work.
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The observational work highlighted the importance of accounting for an embod-
ied interaction between patient and health professional while maintaining the camera
view. We first explored audio as a way to help the health professional understand the
camera view and avoid blocking it (Morrison, Smyth, Corish, O’Hara, & Sellen, 2014).
This was presented to our clinical colleagues as mocked-up videos and immediately
rejected. Audio was considered disturbing to the patient interaction based on strong
negative experiences with audio alarms in intensive care and emergency settings.

We subsequently focused on the physical device as a means to encourage the
health professional to stand behind or to the side of the camera. The placement of the
health professional interface on the back or side of the prototype encouraged them
stand behind the device and out of the camera view. We found the presentation screen
for the patients most useful, as the health professionals were very wary of blocking the
patient’s line of sight. As an unintended consequence, the health professionals stayed
out of the camera view. A remote was provided for the occasions that they needed to
interact with the patients.

Attending to the patient—health professional interaction was also part of the inter-
face design. The behavior of the clinicians during trials of the prototype suggested that
they were unsure of their role. One said nothing to the patient and just pushed the
on-screen buttons, and another ignored the videos altogether and demonstrated the
movements to the patient while the videos were ongoing. The third clinician said the
following:

Usually everything that the computer tells the patient is something that you tell
the patient as a physician, so the interaction is somehow reduced because you let
the computer talk. . . . I am used to tell the patient exactly what I want them to
do so I can see what I want to see. There is nothing a physician needs to do. It is
something that my assistant could do.

The nurses responded quite differently to the instructional aspects of the system.
They talked with the patient consistently throughout, reiterating what the system said.
They used phrases such as the following:

Same things right side eyes closed. Are you ready?
Thank you patient this was a good test. We will continue with the second one.

Dear patient. I will show you the exercise again.

The differences observed between nurses and clinicians highlighted the impact of
automating aspects of a system on human interactions. Specifically, we felt the need to
design in interactional panses that provided spaces for human commentary, even though
not strictly necessary to impart information. We also decided against automatically
recording after the instructional video as requested by our clinicians, as this would not
provide moments during the assessment for conversation.
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Defining Standardized Data

A key focus of our design work has been to achieve standardized data, that is,
data appropriate for use with machine learning algorithms. As our design work shows,
we first understood this to mean minimal variation in the movement trajectory and its
timing. We subsequently refer to this as standardized movement performance. We also
understood standardization to cover aspects of the image that enable appropriate pro-
cessing and comparison. This includes the need to appropriately position the patient
and remove background clutter.

We found, however, that these basic notions of standardization could change
depending on the algorithm. For example, as algorithmic development continued,
there was a desire to split the repetitions of assessment movements (e.g., the Finger
Nose test is done three times) to increase the amount of data available. When this was
completed, it was then necessary that the starting and stopping points of movements
should be done in a consistent manner to increase alignment of videos. It mattered,
then, if patients started with their hand out or in their lap. Originally this had been
thought not to matter significantly by the machine-learning team.

Similarly, notions of good positioning also changed. In the first data representa-
tion explored, that is, the form of data used as input to the machine-learning algorithm,
positional standardization was very important. The data were represented as a slit
scan image of the depth video, in which the video was translated into an image by
projecting the closest depth in each row of a depth image into a single column.
A column is then generated for each depth image in the video (shown in Figure 7a).
In this image, it is essential that limbs be in view at all times to avoid black spots in
the image. In contrast, the second data representation used in the project, shown in
Figure 7b, is the calculation of optical flow in randomized spatio-temporal cubes of
the video. This representation is much less affected by poor positioning, as move-
ment is being sampled randomly and, for the most part, not at the extremes of the
extremities.

As our understanding of standardization developed, we saw several examples
in which standardization could be more productively achieved through changes to

FIGURE 7. Different data representation used in the machine learning. (Left) Slit-scan image of
the Finger Nose Test; (Right) Optical flow calculated in stochastic spatio-temporal cubes. These
different data representations influenced how image capture standardization could be achieved.
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the system. For example, once it was certain that no useful information was gained
from movements away from the nose in the Finger Nose test, the window from
which the spatio-temporal cubes was sampled was decreased to limit the assess-
ment of motion to the finger’s approach to the nose. The result of this change was
to exclude parts of the movement that are least likely to be standardized. This is
more productive than trying to get patients to raise their arms at exactly the same
time.

We also saw examples in which achieving standardization was best done by
adjusting the clinical approach. Gait could not be captured in most assessment rooms,
as the patients could not position themselves to be the requisite 6 m from the camera.
For this reason, walking was frequently performed in the hallway. Not only were hall-
ways full of reflective surfaces, but patients needed to avoid other people and other
unmovable clutter (e.g., medical machines) that lined the walls. This was exacerbated
when patients needed walkers, canes, or the support of a clinician’s hands. Image
quality was frequently degraded enough to make analysis impossible.

As gait is the most salient assessment movement from a clinician’s point of view,
we explored other capture options, such as a camera mounted very high or very
low, as done in other applications. Changing camera position between movements
was unrealistic in a real-world setting. As such, we replaced the gait movement with
another called Turning on the Spot. This was frustrating for our clinical colleagues,
who found it very hard to imagine how the computer might see the same informa-
tion in this movement as they could see in gait. However, the movement could be
captured in a standardized manner without complicating capture of the rest of the
movements.

The decision of how best to achieve standardization was also dependent on tim-
ing in the project. When a second wave of movements was being considered, algorithm
and design considerations were more prominent in the decision making. As a result,
proposed lying movements were discarded. If a patient wore a skirt while perform-
ing a lying movement, it would not be possible to distinguish the leg from the skirt.
We might have a similar problem if light-colored trousers were worn, making it dif-
ficult to distinguish leg from bed. Although we could have potentially changed the
camera angle from the side to the end of the bed, the small rooms would require sub-
stantial rearrangement of furniture to achieve this, increasing the possibility of poor
positioning and the time of the assessment.

As these examples demonstrate, standardization, something that might have been
straightforward, was complicated by environment, clinical goals, and the current algo-
rithm in use. It was a slippery concept that changed when other aspects of the design
scenario changed, such as space or algorithmic approach. In our efforts to design for
standardization, we realized that it was not an entity that existed but one that had to be
negotiated. It was an aim rather something with a clear definition. We have just shown
here how the complex interaction between people, tools, and the environment must
be negotiated to achieve standardization in the design process.
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5. SYSTEM EVALUATION

We carried out an evaluation to test whether our prototype design produced stan-
dardized data in the real-world clinic environment as intended. We asked 51 patients
under the direction of 12 health professionals across three hospital clinics to complete
an assessment with the ASSESS MS system. Specifically, our research questions were
as follows:

1. How did the prototype support standardized movement performance?
2. How did the prototype support standardized image capture?
3. How did the prototype support the patient—health professional interaction?

In conjunction with this evaluation, we also did a standard evaluation of usability
and acceptability. These results are reported for a medical audience in Mortison et al.
(2015). In brief, we showed that the system was usable by both clinicians and nurses,
with no difference in terms of ability to use, length of time required, or acceptabil-
ity scores. The system was highly accepted by patients with a range of physical and
cognitive abilities as well as ages.

5.1. Method
Participants

Twelve health professionals unfamiliar with ASSESS MS were asked to use the
system with four patients each after completing a 1-hr training session. The system
was evaluated with clinicians as current assessors (7 = 6) as well as nutses, who ate
potential future users (# = 6). The set of assessments carried out by a given health
professional took place within a period of 1 week, and most on a single day. Three
hospital clinics participated with an even split of health professionals for each.

Patients were invited to take part on a day that they would be coming to the clinic
for other tests. The recruiting clinicians were requested to find patients with a spread
of physical and cognitive disability, but no specific targets were set. The majority of
patients were new to the ASSESS MS assessment, but no patient had performed it in
the 3 months previous. Fifty-one patients took part.

Data Collection

All assessments carried out with the ASSESS MS tool wetre video recorded.
Following the completion of all patients, the health professionals took part in a 30-min
interview. A technology researcher was present throughout the study to manage any
technical issues that arose. Data about the depth videos generated in the preprocessing
was also used. Ethical clearance was obtained in all three hospitals.
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Data Analysis

Standardized Movement Performance. A metric of standardized movement perfor-
mance was defined through aspects of the movement that were written into the
protocol, such as number of iterations and directionality of movement (e.g, to side
as opposed to the front). Depth videos were assessed against these criteria by two
researchers. Any differences were resolved through discussion. Each variation of
movement (e.g., Finger Nose test left side, eyes open) was counted separately. Both
number of iterations and ditrectionality of movement had to be correct for a movement
to be labelled so. If movements were missing and there was no clinical reason noted
or one obvious to the researcher (e.g., missing left arm), it was counted as incorrect.

An automatic calculation of standardized movement was considered, but this
could only have been achieved if it had been possible to postcompute the “skele-
ton.” Without the skeleton, we had no way of gaining positional information about
the location of body parts and their variation. We had also considered a clustering
technique, but the small amount of data, once participants were broken up by move-
ment ability, negated this option. In any automatic approach taken, we would have had
the further challenge of finding a meaningful threshold that could distinguish between
disease-related variation and unintended variation.

Instead, we compared our findings with existing usage data from the initial
recording tool created by our machine-learning colleagues for capturing test data
(Figure 5:v0). It consisted of a Kinect camera mounted on a tripod and connected to a
laptop situated on a trolley for ease of movement. The interface enabled linear record-
ing of movements and was dominated by the image feeds from the Kinect. A remote
control enabled distance interaction with the interface. It was a simple, working system
used to collect data over the course of the 1st year of the project. It is a useful com-
parison, as it performs the same function as the final version we designed but without
the process we followed.

Data used for comparison were drawn from the first assessments done with vO by
the four study clinicians. These clinicians would have had a similar level of experi-
ence with the initial system (v0) as the health professionals participating in our study
participants had with the final system (v3). To address learning effects, the first two
assessments of each health professional were excluded in both the study data and
comparative data. Although the data extracted from the usage of the initial system
are not captured in the controlled manner as with the final system (v3), it gives some
sense of change the final system facilitated. This comparison was chosen given that an
experimental setup was not possible in the real-world context of the study.

Standardized Image. Videos of the assessment were coded for usage of standard-
ization features. This specifically included repositioning of the system midassessment
using the positioning window, use of the clutter screen, and any health professionals’
requests to repeat movements and associated reasons. A metric for adequate position-
ing was derived mathematically during the preprocessing of the depth videos prior
to their usage in the machine learning algorithms. In the case of lateral positioning,
we report the number of pixels the head had to be transposed to be centered in the
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image. For depth positioning, we report distance of the head from that specified in the
movement protocol.

Patient—Health Professional Interaction. The health professional interviews were
coded for implicit or explicit discussions of standardization, patient—health profes-
sional interaction, and system comments. These findings were used to support the
viewing of all assessment videos. Vignettes were then extracted from the videos along
the same themes. These included, for example, an episode of how a patient and
health professional worked together to reach perfect positioning. Iterative viewing of
the videos was undertaken to bring together the interview statements and the actual
performance of the assessment.

5.2. Results
Standardized Movement Performance

A key design aim of the system was to standardize movement performance as
much as possible. While our synopsis of the design process illustrates how this could
be defined in many ways, for the purpose of the design and evaluation, we have
focused on getting the basic trajectory correct as a key starting point for standard-
ization. Recordings made with the ASSESS MS prototype (v3), matched the protocol
98% of the time. This is substantially more than the 82% achieved with the initial
recording system (v0). Although these numbers do not tell us which features this
might be attributed to, it does suggest that the design process has improved the basic
performance of movements.

Most mistakes occurred in the Drawing Squares movement, but were not
attributable to specific patients ot health professionals. This is ironic, as this move-
ment was designed specifically to increase standardization. In practice, we found that
patients frequently drew the squares in the wrong direction, and size varied substan-
tially, as did the location in space where drawn. Given our algorithmic approach of
comparing pixels, rather than looking at the end product of a square, our imagina-
tion of standardized movement at the beginning of the project turned out not to be
realistic.

The high level of standardized movement performance was achieved in a large
part through careful observation of the patient by the health professional. Thirty-five
(of 48) patients were asked to repeat at least one movement. Of interest, we found
that at least half of these repeats were to achieve features of movement standard-
ization outside our definition, for example, the end position of the Finger Nose test,
which is unspecified. This suggests that the health professionals put great emphasis on
standardized movement performance, but the lack of clarity of what that constituted
did not utilize their efforts to the full.

The active participation of the patients in achieving standardized data was sur-
prising. Those who were more able often positioned themselves when the positioning
screen came up, matching their nose to the center cross-bar. We also saw clear con-
centration in performing the movements just as requested. One patient even asked
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to repeat a movement that she felt she did not do as directed. Informal feedback
suggested that many patients perceive substantial benefit in having a consistent mea-
sure between clinicians and were therefore willing to participate in the process. This
opens up the possibility of actively engaging patients in the standardization process
instead of putting this responsibility entirely with the health professional, as a clinical
assessment would normally do.

Both patients and health professionals expressed nervousness about whether
they had actually captured standardized data. Several asked for feedback to support
their attempts at standardization. This included feedback in real time, that is, an alarm
if a patient goes out of view, as well as an estimation of the standardization of the data.
For one health professional this would help her understand whether a recording of a
highly disabled patient should be repeated if the movement was badly affected by the
disability. This desire extended to at least one patient, who wanted a “percentage of
correctness” of movement performance. Our development process suggests this may
be hard to achieve, however, providing appropriate feedback of what the machine has
seen should be considered.

Standardized Image

A second key design criterion in the system was providing ways to enable health
professionals to manage the camera view to achieve a standardized image. An impot-
tant part of that was to enable precise positioning of the patients. Patients were
centered more consistently with ASSESS MS (p < .001) than with the initial recording
system (v0). Providing a window into the raw depth data assisted the health profession-
als in achieving appropriate framing of the patient (see Figure 8). Indeed, the system
was repositioned midassessment in 35 of 48 assessments. This suggests that careful
attention was paid to positioning, but also indicates that positioning was not done
statically at the beginning of each movement set as envisioned in the design.

FIGURE 8. Plots of the deviation of patients’ positions from the norm for all sitting movements
with the feedback from the final system (top) as compared to without feedback in v0. Left—left-
right positional offset in pixels; Right—depth-position in centimetres.

deviation from center (pixels) depth deviation (em)
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The positioning window worked less well for placing the system at the correct
distance from the patient (as per protocol), with significantly less consistency achieved
than with the initial recording system (v0) (p < .001) as shown in Figure 8. Although
distance information was provided, there was no visual support in the interface for
managing the distance of camera to patient. Distance was more frequently gauged
through physical landmarks in a room. In one clinic the system was set against a book-
case for the sitting exercises and then against a desk for the standing exercises. This
kept a systematic distance between the camera and patient. In contrast, in another
clinic the system was lined up against the wall, which was not the correct distance
from the patient but was a salient landmark.

Variation in depth came also from large movements of the camera in an attempt
by the health professional to get the person to turn green (indicating good positioning).
This color is based on distance of patient from Kinect but relies on the ability to
segment the person from the rest of the scene. The segmentation is unreliable and
not used in the preprocessing but has remained in the code. The appeal of seeing the
body turn green seemed to attract attention from the health professionals, but the
inconsistency of the tool reduced their understanding of the camera view rather than
improved it.

The clutter screen was the first attempt to portray what the camera had seen
once the preprocessing would be complete. The clutter screen was used four times
to remove reflective objects that disturbed the Kinect signal, such as a shiny bed leg
or a handbag left next to the patient. We noted an additional five instances in which
the positioning window was used to remove distracting objects, such as a wheelchair
or small bench. The latter was accessed during the assessment rather than just at the
beginning. As with the positioning, the view that the camera view is adjusted just once
at the beginning in not a valid assumption.

Although the health professionals did use the tools to help them understand the
camera view, it was strikingly difficult to diagnose a problem. On one occasion, five
attempts were made to block some shiny bed legs, the same shiny bed legs that had not
been a problem in the previous assessment. They first tried to cover them with a bag
and then tried turning off all of the lights and closing the blinds. Eventually, a sheet
was put over the entire bed. This required the help of one of the project clinicians.
This episode highlights the need to help health professionals diagnose the cause of a
problem, not just to make them aware of it.

Patient—Health Professional Interaction

Through the design process, we were aware of the patient—health professional
interaction and how a standardized system might impact upon the relationship. We saw
that the design of the system discouraged health professionals from interacting with
patients during recordings. As such, we achieved 100% clear view during recordings.
However, similar to sentiments seen in the development process, there was still a strug-
gle for clinicians to find their role with the system and integrate it into the relationship
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more generally. As one clinician said, “I have my rhythm, an interaction with just me
and the patient. Here we have the third component. . . . It’s a threesome.”

Despite initial discomfort, clinicians adapted quickly to engaging with the patient
while using ASSESS MS. The most noted change raised by the health professionals in
the interviews was the reduction in their talk as they became accustomed to the system,
although some felt this was impersonal. This contradiction is captured by these two
quotations:

The last patients understood the instructions better so I did not say anything and
they did it well.

I think I explain a bit more than necessary. . . . Sometimes I just repeat what has
already been said [by the system]. I think sometimes the patient would have been
able to just understand it just by listening, I personally think that it is somehow
more personal if I say it again or point out what could have been important.

The majority of the clinicians shifted to the use of exaggerated body language,
such as nods or smiles, to replace verbal interaction.

All clinicians had found an assessment thythm by the third patient. This was
often gained through preemptively instructing the patients in the aspects of the move-
ments that needed to be standardized rather than in the movement itself. For example,
they would emphasize what not to do or instruct the patient to go straight from the
nose to the lap. Counting repetitions out loud was also a comfortable way to achieve
some interaction. Standardization, rather than being something that made the interac-
tion uncomfortably rigid and influenced by a third entity, became the backbone of the
interaction. The following is such an example.

Health Professional (HP): Now there will be an instruction for the first exercise.
First a short explanation of it. You don’t have to petform yet.

[Demonstration Video]

HP: Okay, that’s it. If you hear the beep, you may start. Afterwards you may start by
placing your hands on your lap every time and then perform the exercise [making
gesture]. I will count 5 seconds and then I say whenever you may stop. Okay, wait
until the beep.

[Gesture by patient]
HP: Yes, and then back
[Patient performs gesture]

HP: Okay, fine. Now, we do exactly the same, but with your eyes closed. Okay, you
may start by closing your eyes

[Beep]
HP: Go ahead
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[Patient performs movement]

HP: And back.

This focus on standardization not only seemingly satisfied the interaction needs
of clinician and patient but had a beneficial impact on recordings, as clinicians needed
to ask a patient to repeat a movement less often than nutses.

Nurses took a very different perspective on this third entity, the system. They
oriented toward it more as an assistant. Several nurses described the system as much
for them as for the patient, requesting, for example, that the protocol instructions be
included in the verbal descriptions of the movement: “With the feet on the floor, raise
your arm out to the side . . .” They noted that although the prompts were visible in the
image of the movement, that did not often capture their attention. It was much more
of a tool than a threesome for the nurses. That said, nurses who had no assessment
experiences found it overwhelming to manage the system while interacting with the
patient.

6. DISCUSSION

In this article, we describe the design and evaluation of ASSESS MS, a system
to support the clinical assessment of multiple sclerosis for disease tracking, It aims to
provide a more consistent measurement of motor ability than is currently possible.
Our specific focus was to move beyond the controlled environment of a laboratory
and understand how we could design a system to function within the larger systems
of clinical workflows, environmental contexts, and social configurations of clinical
practice. Specifically, we focused on a prototype for capturing data, addressing the
practical achievement of how data appropriate for a machine-learning system are pro-
duced in practice. This is an area currently under articulated within traditional realms
of movement analysis research.

At the core of our design work was to achieve standardized data capture.
We wanted to enable the capturing of data appropriate to the processing and statistical
comparison of machine-learning algorithms. We demonstrate in this article that this
seemingly simple goal is in fact both complex and highly dependent on the particu-
larities that arise in real-world deployment. We draw these findings together to discuss
designing for standardization, building appropriate tools to support it, and placing
those tools in real-world contexts.

6.1. Designing for Standardization

Standardization is an essential component of the creation of any depth-sensing
computer vision system that requires recognition to be of high accuracy. This is chal-
lenging to achieve in real-world settings as alluded to in the literature (e.g, Hayashi,
Maas, & Hong, 2014; O’Hara et al., 2014) and may be the reason that few real-world
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deployments have been tackled. The design of the ASSESS MS system and its evalu-
ation raised substantial questions about the definition of standardized data. Although
our machine learning colleagues assured us that greater standardization would lead
to better results, it was difficult to get a more articulated view of what should be
standardized.

We gradually realized that a single notion of “standardized data capture” is
problematic. Rather it is something that is defined through practicalities of the clin-
ical setting, clinical decisions about the purpose of the measurement tool, and not
least by the choice of machine learning approach. We showed, for example, that
the requirements for standardization changed when the algorithm changed. Initially,
loss of extremities was a problem, but later it also became important to ensure con-
sistent starting and ending points of movements. The establishment of movements
close to current clinical practice that are inherently hard to standardize can also affect
standardization.

This lesson implicates the role of algorithm design in enabling a system to be used
in a real-world context. Lying movements, for example, could not be achieved without
an algorithm that could robustly differentiate between a person and the patient bed,
something that we did not develop. The use of spatio-temporal cubes as the feature
representation, on the other hand, had implications for the level of standardization
required, making it unlikely that this system could be easily translated to the home
environment. Although algorithms are often thought to be black boxes independent
of their context of use, our findings suggest that is not the case.

These findings suggest that standardization is an important topic for a multi-
disciplinary team. This creates the challenge of finding methods that can make visible,
early in the project, the impact of decisions on the ability to produce standardized data.
In the case of this project, the movement protocol was established first as the ultimate
aim and the algorithms next. The prototype was designed last and asked to accommo-
date rather than address the inconsistencies in standardization other decisions brought
to bear on the project. A joint definition of what standardized data would mean from
each perspective eatly in the project could have addressed this.

Design Guideline 1: Standardization is a multidisciplinary issue, and methods need to be used
to make visible the impact of disciplinary choices on the ability to standardize data early in the
development process.

6.2. Tools of Standardization

Computer visions systems do not “see” as people do. What is clutter to a vision
system is background to a person. What is specular reflection to a person is a lack of
data to a vision system. Our work demonstrates that even simple tools, such as the raw
image feed or a simple filter of “null” data, can improve the ability of the user to enable
system performance. These tools provided mechanisms for people to understand how
the system “sees” and, as a result, manage the environment to support the computer
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vision. These tools enabled user and system to work in partnership, utilize the skills of
each.

We also showed that incorrect feedback from such tools, as with the unreliable
segmentation tool, could have the opposite effect and decrease system performance.
Our tools are only a first step, validating the concept of enabling users to “see” what
the system sees. One might expect more sophisticated tools that show a wider range
of steps in the “seeing” process. However, more research is needed into understanding
exactly what users of computer vision systems need to “see” and how this should be
presented to enable effective use.

Much to our surprise, these “standardization tools” were used throughout the
assessment, not just at the points of the workflow where they might be expected. They
helped health professionals adapt to different clinics, for example, move the camera to
a new location for movements that required props; manage unexpected happenings,
for example, a person walking by or a handbag on the bed; and manage the interaction
with the patient, for example, adjust the camera if the patient had shifted on the bed.
These tools enabled the health professionals to adapt to the unexpected in real-world
use, making standardized data possible in nonstandardized environments.

Our data illustrate, however, that what the camera sees must be related to what
the user sees in their physical environment. We illustrated a number of situations in
which the view of the room became the means of orienting the camera rather than the
stream of the camera view provided. For example, the system was aligned with the wall
rather than with the appropriate distance measure. This stood in contrast to the left—
right positioning where the use of a single middle line in the image brought attention
to the placement of the camera view. Careful visual design then can help bring together
a person’s view of an environment and the camera’s view.

Design Guideline 2: Tools that provide a view into what the camera “sees,” both during assess-
ment and postprocessing, can support the achievement of standardized data capture in real
environments.

6.3. Standardization Tools in Real-World Settings

Medicine is based on human interaction, but the standardization required by
machines can be at odds with this human side of medicine. This is particulatly true
in multiperson contexts and even more so in very agile contexts. Healthcare is char-
acterized by both of these features. The patient—health professional interaction forms
around reacting to the current situation, whether it be the state of the patient or an
interruption from a colleague. As illustrated in both the development and evaluation,
the mechanisms needed to achieve standardization were heavily resisted by clinicians
with one referring to working with the system as being “in a threesome.”

A further issue is the positioning of depth-sensing computer vision systems in
social interactions. All interactions between colocated people are embodied. That is,
the use of spatial positioning, orientation, posture, and gesture, are to support social
interaction (Mortison, Fitzpatrick, & Blackwell, 2011). These can be affected both
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by the placement of the camera and by the design of the recording process (as also
articulated in O’Hara et al., 2014). These issues must be central to thinking about the
purpose and design of any depth-sensing computer vision system, which adds a third
but static element to the conversation.

We saw that careful attention to how agency is maintained is essential to a design
that will work in practice. With the clinicians we saw that agency could be adjusted to
a new focus on standardization—instructing patients what not to do rather than what
to do. With the nurses, we saw that enabling pauses, rather than totally automating
the workflow, enabled the nurses to maintain a smooth flow of interaction. Although
agency has been addressed with sensors previously (Bellotti et al., 2002), computer
vision systems place an additional spatial constraint on interaction, usually physically
between those interacting. For this reason, further emphasis needs to be placed on
other channels to maintain interaction.

We also showed the important role that patients might play in supporting stan-
dardization. We built tools only for health professionals but found patients coopted
them, such as by positioning themselves when the screen appeared to them. Further
work could expand tools that allow patients and health professionals to work together
to achieve standardized data. This may be providing users with feedback about the
correctness of movements or the ability of the machine process the data. Our work
suggests that this is not a trivial problem but could ultimately encourage patient
engagement.

Design Guideline 3: Tools to support standardiged data capture should maintain the agency
of human interaction, with particular attention to spatial arrangements and the potential
contribution of the patient.

7. CONCLUSION

Ubiquitous sensing, such as depth-sensing computer vision, offers substantial
potential in understanding movement ability for clinical use, yet there is a non-trivial
gap between demonstrable feasibility in laboratories and the ability to use these meth-
ods in everyday clinical situations. When we consider practical, everyday contexts, as
we have done here, the traditional focus on measurement accuracy is only a small part
of the effort needed to make a technology “work.” We show that substantial design
work was needed to fit within the algorithmic constraints and the clinical thinking of
our partners. As Lynch (1985) argued, the representational adequacy of sensing technolo-
gies is not objectively fixed but something dependent upon how a system fits within a
setting,

A key proposed advantage of ubiquitous sensing technologies is that they are
free from constraints of laboratories, such as the need to put markers on a patient.
This study illustrates that this is not entirely true. The need for standardized data
can constrain what is possible to capture in real-world environments. Careful thought
and negotiation is needed to build a system that directly addresses the constraints
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of the environment and provides tools for management of data quality. That ubiqui-
tous sensing can be used without any modifications to people, their activities, or their
environment oversimplifies the real story.

Our work, although focusing on depth sensing in healthcare, highlights more
general challenges for deploying computer vision systems that require highly accurate
judgements in practice. We illustrated that a substantial part of achieving standardized
data in the real world comes from equipping users with tools that help them “see”
what the computer “sees.” By understanding the ramifications of their interactions
with the tool, they are better equipped to produce standardized data. This is not unlike
O’Hara et al.’s (2014) description of the effort surgical teams needed to make in order
to be sensed by a computer vision system in the operating theatre, although the tools
provided were quite different.

The great technical strides that have been made in depth-sensing computer vision
are likely to be used in an increasing number of real-world applications, particularly in
healthcare. This research contributes to a deeper understanding of the design chal-
lenges that faced when designing depth-sensing computer vision systems for rich,
collaborative real-world contexts. To this end, we instantiate for depth-sensing com-
puter vision an argument made by Bellotti et al. (2002) on key questions we need to ask
ourselves as researchers, designers, and developers of new sensing systems in order to
help users engage with these new kinds of technologies and genres of interaction.
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